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Abstract 

 

Many of today’s virtual environment applications, such as massively multi-player 
online games, involve a large and rapidly changing set of users. The server-based 
architecture of these applications makes its hard for them to support the dynamic user-
base and provide a scalable solution. Badumna, a scalable network engine for large-
scale virtual environments, was developed to address these issues. The approach is 
based on a decentralised architecture using a structured peer-to-peer network. In order 
to ensure a highly scalable and efficient design, Badumna uses techniques that include 
neighbour introductions and the formation of dynamic bounded regions to reduce the 
load on the peer-to-peer network. The performance of Badumna is evaluated using 
simulations. Results indicate that Badumna is able to scale to a large number of users 
without placing additional overheads on the network that degrade performance. 
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1. Introduction 
Social networking applications such as Facebook[1], Twitter[2], and MySpace[3] 
have dominated internet space in recent years. One category of social networking 
applications makes use of virtual environments (V.E) to facilitate interactions. 
Examples of such applications are virtual worlds such as Second Life[4], and Habbo 
Hotel[5]; and Massively Multiplayer Online Games such as World of Warcraft[6], 
and Eve Online[7]. These applications allow users from all around the world to 
interact with each other in an immersive environment that is built using 2D or 3D 
content. Some applications such as World of Warcraft provide the users with pre-built 
content with fixed rules whereas other applications such as Second Life provide a 
platform for users to generate the content and design their own rules. 
 
V.E applications typically have a large user base, in the order of millions. Second Life 
and World of Warcraft have in excess of 10 million registered users. These 
applications use a server-based architecture to manage application functionality such 
as synchronisation of real-time data and object updates. This poses several inherent 
problems. The infrastructure cost to support a large number of users is very high as it 
involves managing massive server farms. Handling flash crowds (a sudden increase in 
the numbers of users) is another problem as servers are unable to handle a sudden 
increase in the number of peak users. A centralised architecture is also prone to single 
point of failure. Many popular MMOGs have a downtime of more than ten percent. 
Given the popularity and rapid growth of applications that use networked virtual 



environments, these problems will pose serious challenges for existing networks and 
MMO architectures in the near future. 
 
Decentralised architectures based on the use of peer-to-peer networks are emerging as 
a viable alternative to support such applications. A peer-to-peer network is a 
decentralised system where each node runs the same software [8]. The first generation 
peer-to-peer networks were based on point-to-point topologies that do not scale well. 
However, recent research has led to significant advances in peer-to-peer network 
design and architecture. Many recent peer-to-peer networks [9, 10, 11] provide both 
the ability to map resources onto a network of nodes and the ability to search the 
resources in an efficient manner without the presence of centralised directories. 
Structured peer-to-peer networks are inherently scalable in nature (resources grow 
along with the number of users in the network) and are very affordable (they make 
use of end-user resources). Despite their advantages, peer-to-peer architectures have 
some associated issues that must be resolved before this architecture can be used 
effectively in virtual environments. These issues are: 
 

 Heterogeneity: End-user resources vary in their processing capability and also 
have limited bandwidth availability. This makes it harder to provide quality of 
service. 

 Dynamicity: End users can join or leave the network at any time. This can make 
the network unreliable. 

 Complex search and discovery: As the global topology is not known by any one 
node, obtaining relevant information in real-time is complex. 

 
In this paper, we present Badumna, a decentralised engine for virtual environments 
that provides a complete networking framework. Badumna’s goal is to provide a 
network engine that is highly scalable, robust, secure and reliable. The key to 
achieving this objective is in forming a structured peer-to-peer network of all the 
users and distributing the server load across the end-users. One key issue that exists 
with decentralised network engines is the ability to synchronise the spatial 
information in the absence of a central indexing server. This is termed interest 
management – the ability for each user to discover other entities in their area of 
interest. We present a novel interest management scheme that is used by Badumna to 
synchronise data in real-time. Our interest management scheme uses a tiered approach 
based on a combination of three techniques (cell, bounded region, and gossip) to 
provide a reliable and scalable service. We have demonstrated its reliability and 
scalability by running extensive simulations. 
 
Badumna’s routing protocol has been designed in such a way that it can manage user 
connectivity across a variety of networks. Users behind Network Address Translation 
(NAT) devices are able to establish direct connection with other users in the network, 
thereby making Badumna a very practical networking framework that can be readily 
used on the internet for any virtual environment application. 
 
The paper is organised as follows. Section 2 describes related work. Section 3 
presents Badumna’s architecture by describing its logical components. Section 4 
presents and explains the simulation results. Section 5 summarises the paper with a 
discussion of the open problems that need to be solved before decentralised network 
architectures can be considered a default standard for virtual environments.  



 
2. Decentralised Virtual Environments 
Decentralised virtual environments [14, 15, 21] have been explored in the past. 
Researchers have proposed a variety of architectures for virtual environments based 
on the use of structured and unstructured peer-to-peer networks. Hybrid architectures 
that use a combination of peer-to-peer networks and central servers have also been 
proposed.  
 
One key issue in designing decentralised virtual environments is synchronising game 
state across all the users. Game state includes user movements, interactions 
(chat/voice), environmental changes (lamp switched on/off), and object updates 
(monster jumping, user laughing, etc). In the absence of a central index, there is no 
single peer that has global state information. Therefore, distributed techniques have to 
be designed so that each user can obtain relevant state information i.e. interest 
management. To be effective, interest management has to ensure that users only 
obtain the messages that are relevant to them. This reduces the network load on each 
peer. In a typical scenario, the entire virtual environment is divided into smaller 
groups based on a range of attributes such as sub-division of space into smaller 
regions, user interest (kings, monsters, soldiers) or locale information [14], each with 
a pre-specified multicast address. Users subscribe to a sub-set of groups based on their 
position, interest, etc. They have to send update messages to the group controller. This 
ensures that only the messages that are relevant to a particular user are sent to that 
user. We now present some of the existing interest management techniques that have 
been proposed for decentralised virtual environments.   
 
Multicast-based schemes: Many interest management schemes that utilise IP 
(network layer) multicast have been proposed in the past such as Spline [14], 
DIVE[15], and SCORE[29].  DIVE makes extensive use of multicasting techniques to 
reduce the amount of message passing, thereby minimising network load and 
increasing scalability. Spline divides the universe into sub-regions called locales and 
associates each region with a multicast group. Messaging within each multicast group 
is done using IP multicast. One of the benefits of IP multicast is that only one copy of 
the message is sent to the network and it is filtered by the infrastructure (routers, 
switches) without end user processing. However, since IP multicast has not been 
widely deployed across the internet, it is not a practical solution in the current context. 
Application-layer multicast has been used as an alternative to IP multicast by some 
researchers. Application layer multicast tries to solve the problem of IP multicast by 
forming an overlay network. Nodes are organised into dynamic multicast trees and 
they are used to deliver messages to many recipients via node relays. One of the 
problems with application-layer multicast is that there is a substantial delay 
introduced in receiving the messages, especially for the leaf nodes. This is not ideal 
for a virtual environment that has real-time requirements.  
 
DHT based schemes: Significant research has been conducted in using Distributed 
Hast Tables (DHT) [16] for interest management. DHTs use a hash function to map 
data onto a logical space. Peers are also mapped onto the same logical space. A peer is 
responsible for a small subset of the logical space. If a particular data item is mapped 
in a space owned by a certain peer, that peer is responsible for that data item. Figure 1 
shows a typical DHT operation. Responsibility for maintaining the mapping from key 
to values is distributed among the nodes in such a way that a change in the set of peers 



causes a minimal amount of disruption. This allows DHTs to scale to extremely large 
number of nodes and to handle continual node arrivals, departures and failures. DHTs 
therefore provide a structured mechanism to organise a peer-to-peer network and 
route messages in a scalable manner. Examples of DHT protocols are Chord[8], 
Pastry[9] and Bamboo[10]. Figure 1 shows the operation of a DHT. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

Fig. 1 DHT Operation 
 
DHTs provide an excellent framework to provide interest management for distributed 
virtual environments. Typically a virtual environment is divided into smaller regions 
and each region is mapped onto the DHT’s logical space. The peer nearest to the 
mapped region in the logical space becomes the controlling peer for that region. 
SimMud [17] uses the Pastry DHT protocol and divides the virtual environment into 
fixed-sized regions. Each region is managed by a super-node which serves as the 
region server. The region server receives all the messages from the regular nodes and 
delivers them to the relevant nodes by forming a multicast tree. Links are maintained 
between region servers to aid user transition between regions. A disadvantage to this 
approach is the potential for bottlenecks at region servers since each region server is 
responsible for handling all the user messages (updates, interaction, etc). A variation 
to this approach [32] has regular nodes that connect directly to the region server and 
DHT is used only for topology connectivity. This approach improves the initial 
discovery bottlenecks but can still lead to overcrowding due to the object updates. 
 
Several tree based schemes [18, 19] have been proposed that divide the region into 
different shapes and sizes depending on the tree structure used. Commonly used 
spatial tree structures are P-trees, R-trees, and Oct-trees. Such tree-based schemes 
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improve the basic DHT-based techniques by making the regions dynamic. Craniceanu 
et al [18] propose a scheme using a P-tree and Mondal et al [19] propose a scheme 
using an R-tree. 
 
Region-based schemes: There are several schemes [20, 21] that use region-based 
interest management techniques without the use of DHTs. Singhal et al [20] divide the 
space into regions and assign this to super peers that are responsible for the region. 
Shu Hu [21] uses voronoi diagrams to partition the space into regions such that each 
region contains all the points closer to the region’s site than to any other site. 
Delaunay triangulation (DT) has been proposed by Leibeherr et al [23] to construct 
overlays for application-layer multicast. DT overlay provides a scalable protocol 
where nodes use only local information for packet forwarding.  
 
Point-to-point schemes: These schemes use novel message filtering techniques for a 
point-to-point architecture where all nodes know each other. These schemes allow 
transmission only under mutual visibility. Goldin et al [24] define pairs of mutually 
invisible regions to prevent all nodes from transmitting data to each other. Message 
exchange between two nodes is not required if they stay within their regions. Message 
exchange resumes only if one of the nodes moves out of the invisible region. One of 
the drawbacks of this scheme is that it doesn’t scale very well as each node has to 
communicate with all other nodes in the virtual environment. 
 
Neighbourhood exchange schemes: These schemes perform interest management by 
relying on information from their existing neighbours. Kawahara et al [25] describes a 
scheme where each node directly connects with a fixed number of nearest neighbours 
and constantly exchanges neighbour-lists to discover new nodes. Although direct 
connections minimise latency, they also introduce overheads as neighbour lists have 
to be exchanged constantly. Solipsis [26] utilises a scheme where each node connects 
to all the neighbours within its interest region. Neighbouring nodes act as watchmen 
for approaching foreign nodes and neighbour discovery is achieved by notifications 
from known neighbours. As nodes only connect with their neighbours, latency is 
minimised. However, teleporting is a problem as nodes do not have global knowledge 
and the discovery process is very slow. 
 
Other schemes: There are several other schemes that use hybrid architectures that 
combine client-server and peer-to-peer architectures. MOPAR [27] uses a hybrid 
approach where the virtual environment is divided into hexagonal cells and a DHT is 
used for global connectivity. Each hexagonal cell is maintained by a server that 
maintains a list of peers in the region and periodically exchanges the list with 
neighbouring servers. The peers within a region exchange messages directly between 
themselves. IBM proposed a federated peer-to-peer architecture [28] in which small 
areas of interest within a game, each supported by individual dedicated machines 
called machine reflectors, are knitted together to form a game capable of supporting a 
very large number of players.  
 
3. Badumna Network Engine 
Badumna is an engine designed for virtual environments that provides a complete 
networking framework. The technology is comprised of a network plug-in that 
interfaces with existing MMO platforms and makes them highly scalable. Figure 2 
shows the logical components of Badumna.  



 
3.1 Network façade: The network façade is the primary interface to access 
Badumna’s functionality. It consists of an application programming interface (API) 
[22] that can be used by application programmers to call the various functions that are 
supported by Badumna. The primary aim is to provide a simple and flexible set of 
operations to the application developers and hide all the complex functionality from 
them. This interface allows a clean separation between the application and the 
network architecture. It allows us to modify Badumna’s architecture without changing 
the application. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 2 Badumna logical components 
 
3.2 Object management: This component includes the interaction manager and is 
responsible for handling object updates. The service provides a mechanism for the 
application to send reliable and unreliable updates via Badumna. It provides an 
extremely flexible framework allowing application programmers to define customised 
data types and send updates using those data types. Badumna aims to provide a 
solution that enables highly responsive interaction at each peer and ensure that all the 
users have a smooth experience. The interaction manager has the following modules 
to improve scalability and user experience. 

Dead reckoning 
Dead reckoning reduces network traffic significantly by sending object updates only 
when necessary, thereby improving the scalability of the platform. Once an object is 
identified as being dead reckonable, it is processed by this module. The module 
utilises parameters such as position and velocity and sends object updates only if there 
is a change in the parameters.  For example, an avatar travelling at a fixed velocity 
will not send updates to anyone (except for heart-beat messages) until it changes its 
velocity. This conserves network bandwidth and improves user experience. 

Priority scheduler 
The aim of the priority scheduler is to ensure that the upstream traffic of each peer 
doesn’t exceed its maximum threshold. This component provides a framework to 
support packet scheduling at each peer. It uses a priority function that computes the 
priority for every packet that has to be sent by a peer. It then queues the packets based 
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on their priority, ensuring that packets with higher priority are sent before packets 
with lower priority. The priority function is designed using parameters such as type of 
message (DHT, object update, etc), spatial distance to the object (if it is an object 
update), and time since last sent. The priority function alters the frequency of object 
updates dynamically based on the importance of the object update and the available 
network bandwidth at each peer. For example, there are four objects in Figure 3 with 
their interest region represented by a dotted circle. Object A’s interest region overlaps 
all other objects. If A’s upstream bandwidth was being exceeded for some reason, the 
priority scheduler will send updates to object C at a higher frequency compared to 
object B and D. This is because object C is closer to A than objects B and D.  
 
 

 

 

 

 

 

 

 

 

Fig. 3 Priority scheduler 

Flow control 
This module provides a mechanism to control the downstream bandwidth for each 
peer. The flow control protocol allows each peer to inform other peers about their 
downstream capacity, thereby controlling the rate at which they receive messages. 
Peers receive information from other peers about their available downstream capacity. 
Using this information, they modify their update frequency to that peer to ensure that 
the peer doesn’t get overloaded by update messages.  
 
3.3 Chat interface 
The chat interface on Badumna provides a means to exchange text messages between 
users connected on Badumna network. There are three different types of chat 
messages supported by Badumna – private, group and proximity. 

Private chat 
Private chat provides a secure channel to exchange messages between two users.  
Once a secure channel is established, the users communicate directly with other users. 
Messages are encrypted using public key infrastructure (PKI) to prevent tampering in 
the network. 
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Group chat 
Group chat is used to send messages to a group of users in the world. The group can 
consist of users that are within a scene or they could be across multiple scenes. Group 
chat uses a distributed multicasting algorithm to distribute the messages over the peer-
to-peer network. A separate DHT is formed consisting of nodes that are members of 
the group. The DHT space is subdivided into B sections, where B is the branching 
factor of the DHT. For each section, the message M(P, S, E) is sent to the closest 
known preceding node to S in the routing table, where S is the start of the range for 
the section, E is the end of the range and P is the payload (the actual broadcast 
message). Each of the recipient nodes then recursively subdivide the section into B 
sub-sections and send the message M(P, S, E) as above. This is continued until the 
range is less than the distance to the closest node. This procedure ensures that all the 
nodes in the DHT receive the messages with each node sending no more than B 
messages. The average number of hops required before all N users receive the 
message is log(N). The algorithm also provides a mechanism to broadcast a message 
without explicitly constructing a broadcast tree. 

Proximity chat 
Proximity chat provides a mechanism for users to send messages to all other users in 
their visible region. Proximity chat utilises Badumna’s interest management service to 
identify the relevant users and send the messages across to the users. 
 

3.4 Peer discovery 
This module is responsible for discovering other peers in the network when a new 
peer joins the network. Three different approaches are used to achieve this objective. 
A web service approach publishes a list of last N peers that joined the network. This 
information is used by new peers to discover a small number of initial peers and join 
the network. A local network broadcast sends a message across the local network to 
discover any peers that are part of Badumna network. This approach ensures that 
peers that are part of a local network can find each other using their private IP 
addresses. Certain MMO applications use a set of peers that are operator controlled. 
These peers are introduced into the network before any other peers are allowed to 
join. 
 
3.5 Badumna transport 
Badumna’s transport protocol is responsible for all the underlying communication 
between the different peers. It provides mechanisms to support TCP and UDP 
packets. Object updates are sent as UDP packets. The transport layer provides a 
facility to transmit reliable and unreliable UDP packets.  
 
The transport layer supports three modules (relay, tunnel, overload) to ensure that all 
peers are able to communicate with each other. Relying is used when a peer is unable 
to establish direct connection to another peer in the network. This may happen 
because a NAT device is blocking an incoming connection. In such an event, 
Badumna will relay the messages between the two peers via a third peer in the 
network. Tunneling is used when a peer is unable to communicate via UDP. This can 
happen if a peer is behind a firewall that blocks UDP traffic. An http tunnel is 
established between the blocked peer and a specialised tunneling peer. The tunneling 
peer is responsible for all the communication and handles all the object updates 



(inserts and retrievals) from the interest management service for the blocked peer. 
Overloading is used to ensure that peers don’t exceed their upstream bandwidth. In 
the event of a peer exceeding its upstream bandwidth, it uses the assistance of a 
remote peer that is fairly idle and has extra upstream bandwidth available. The 
overloaded peer will send some of its object updates to the remote peer, which will 
then forward them to the relevant peers. The transport layer provides all the routing 
functionality within Badumna over a structured peer-to-peer network. 

3.6 Interest Management 
The interest management service is responsible for providing relevant real-time 
information to all the entities in the virtual environment and ensuring their game state 
is accurate and updated. In the absence of a centralised indexing server, Badumna 
relies on distributed spatial indexing algorithms that can be executed on the peer-to-
peer network. Badumna’s interest management service treats all the objects within the 
virtual environment as entities. This includes all the avatars (users), non-playing 
characters such as monsters, and dynamic content such as a light-switch and a moving 
car.  
 
All the peers in Badumna are part of a structured peer-to-peer network that is formed 
using a distributed hash table (DHT). Every entity in Badumna has an area of interest 
(interest region). Interest regions are represented by a sphere around the entity. 
Interest regions are typically larger than what is visible by the entity (entity region).  
For example, avatars will have an interest region slightly larger than the actual visible 
region on their screen. Entities that represent dynamic content and have no visible 
region will have an interest region that is a sphere with a radius of zero units.  
 
Badumna’s aim is to provide an interest management service that is scalable, reliable 
and accurate. Badumna’s interest management consists of a tiered approach that 
switches between three different protocols depending on the network conditions in the 
virtual environment. The three interest management protocols are cell, dynamic 
bounded region, and gossip. Cell is the base protocol that every entity start using 
when it enters the network. After that it will switch to dynamic bounded region or 
gossip depending on the number of users in the immediate proximity. We now explain 
the working of the interest management service with an explanation of the three 
protocols.  

Cell protocol 
In this protocol, the virtual environment is divided into fixed sized cells and each cell 
is mapped on the peer-to-peer network. The mapping ensures that there is adequate 
load balancing across all the peers in the network. The size of each cell is dependent 
on the number of peers in the network and on the nature of the application. The peer 
that is nearest to the mapped cell becomes responsible for that cell. It is called the cell 
server. For example, in Figure 4, P1 is the cell server for cell C1 and P2 is the cell 
server for cell C2. 
 
When an entity enters the network, it uses the cell protocol to insert itself and its 
interest region into the virtual environment. The cell server gets a notification of the 
new entity and informs this entity about other relevant entities in its interest region. 
The cell server updates all other entities in its region about this new entity if the new 
entity intersects their interest region.  The entities periodically query the cell server to 



find out about other entities in their interest region. The cell server responds with an 
updated set of intersections with other entities and interest regions (the cell server 
only sends the changes in the intersection set and not the entire intersection set).  
 
 

 
 

Fig. 4 Cell interest management protocol 
 
 
 
 
 
 

 

 

 

 

 

 

Fig. 5 Overloaded cell server 
 

As the number of intersections for a given entity increases (increase in the avatar 
density for a certain region), the interest management algorithm switches to the 
dynamic bounded approach described below. 

Dynamic bounded protocol 
One of the drawbacks of using the cell protocol is in the large overhead involved in 
maintaining the DHT. Every single insert in the DHT is replicated several times 
(depending on the size of the DHT). Therefore, if there are a large number of objects 
in a virtual environment, they would introduce a significant load on the DHT making 



it unstable (Figure 5). Bounded region protocol addresses this issue by reducing the 
load on the DHT and ensuring that it remains stable even if the number of objects in 
the virtual environment increases significantly. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Fig. 6 Dynamic bounded interest management protocol 

 
 
A dynamic bounded interest management region is a region in space that can be of 
any shape and size. Unlike a cell, a bounded interest management region is dynamic – 
it can move around in space and resize itself as required. Furthermore, a bounded 
region is an entity, so it can be inserted into other interest management services (e.g. 
cells or other bounded IM regions). A bounded IM region can take on any shape 
supported by the underlying object system. For evaluation purposes, we have assumed 
a bounded region to have the shape of a sphere. It has a position and a radius. 
Dynamic bounded regions introduce an additional level in the discovery process. Each 
entity and its associated interest region are managed by a bounded interest 
management region. The bounded region queries the DHT to find out about other 
entities and other bounded regions of interest. The entities and the interest region 
query their bounded region to identify any remote objects of interest. The bounded 
region is controlled by a manager. The region manager task for a particular bounded 
region is assigned to a peer on the network. The peer selection is made in such a way 
that the load is distributed across the network.  When there is only one entity in the 
region, the bounded region is maintained by the local peer (the peer that controls the 
entity). This eliminates the communication overheads between the entity and the 
bounded region. Figure 6 shows an example of a dynamic bounded region. 
 
Operation of the system begins with entities creating a bounded region and inserting 
themselves and their interest region in the bounded region. The bounded region 
inserts itself into the DHT using the cell protocol. Cells will detect intersections 
between the inserted bounded region and existing objects in the space, and notify 
these objects of the new service.  In turn, these objects will remove their regions from 
the cells and insert them into the bounded region.  If an object is fully contained by 
the bounded region, the bounded region service will send a notification to the object 
to inform the object that it has separated from the DHT.  The net effect is that only 



one region is inserted into the DHT that covers all the objects, significantly reducing 
the traffic associated with DHT replication.   
 
Entities are free to enter or leave areas of space covered by bounded regions at any 
time.  The interest management services will inform them of intersections/separations 
with bounded interest management regions and the DHT. Interest management 
subscriptions can then be updated as required.  Equally, bounded regions can move or 
resize as required to minimize network traffic. Interest management notifications will 
ensure consistency of interest management subscriptions. 
 
Bounded regions have a default size. However, they can grow and shrink in size to 
accommodate multiple entities. There is a maximum size limit that is calculated in 
order to optimize system performance. Bounded regions can merge (Fig. 7) with other 
regions or they can split (Fig. 8) into multiple bounded regions depending on the 
movement of the entities within the region.  
 
The behaviour of bounded regions can be described by the following algorithms. Let 
us assume that there is a bounded region Bi that contains N entities O1, O2,…, ON. 
Every time an entity moves out of its subscription region, it will send a request to the 
bounded region. This will in turn call the Modify_Region() function. To understand 
the algorithms, we introduce the concept of sub-groups. Entities within a region are 
categorised into sub-groups depending on the overlap of their interest regions. All 
entities within a sub-group have some degree of overlap or are connected via other 
entities. For example, in Figure 9, bounded region X has two sub-groups. Even 
though the interest region for entities A and C do not intersect each other, they are 
part of the same sub-group as they are connected via entity B. The algorithm for 
Modify_Region, Merge and Split are as follows: 
 
Modify_Region (Region B) 
{ 
 B’s overlap region list L:= {} 
 for  each R in L do  
  Calculate overlap between B and R; 
  if  (overlap > 50%) 
   Merge (B, R); 
 Entity list   X:= {} 

 Parse each E in X and form sub-groups; 
 Resize B so that it encloses all the entities in X; 
 for  the largest sub-group G 
  Split (B, G); 
} 
 
Merge (Region B, Region  C) 
{ 
 Increase the size of B until it encloses C; 
 Shutdown C; 
 Transfer all entities from C to B; 
} 
 
Split (Region B, Subgroup  G) 



{ 
 Create new region C; 
 Entity list for sub-group G is X:={} 
 Entity list for region B is Y:={} 
 for  each entity E in X do 
  Transfer E from region B to region C; 
 Reduce the size of B to enclose all entities in Y; 
} 
 

 
 

Fig. 7 Bounded regions – Merge operation 
 
 

 
 

Fig. 8 Bounded regions – Split operation 
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Fig. 9 Bounded regions 
 

Bounded regions can fail or lose connectivity (temporarily or permanently) with the 
various entities in its region or the DHT. When this happens, all the entities and the 
interest regions revert to using the cell protocol and new bounded regions will be 
formed from scratch. This provides a fall-back mechanism for interest management in 
the event of a bounded region failure, ensuring that bounded regions can recover from 
network and device failures in a smooth manner without loss of connectivity. 

Gossip protocol 
Bounded interest management reduces the load on the DHT and hence the subsequent 
overheads attached in replication. However, bounded regions have a limit in terms of 
the number of entities they can support. Since bounded regions are controlled by 
individual peers they could become overloaded if a large number of entities join the 
region. This situation could occur if a large number of users cluster in a small space. 
For example, all the entities in Figure 5 would be part of the same bounded region. 
This would result in overloading the responsible peer and make the system unstable. 
 
Gossip protocol ensures that peers don’t get overloaded no matter how many entities 
enter a region or a cell. An entity enters gossip mode when its number of intersections 
exceeds a certain threshold. The number of intersections is proportional to the total 
number of objects in the region. Gossip protocol ensures that the interest management 
service can scale to a large number of users without degrading the performance of the 
overall system. It achieves this by restricting the number of queries to the cell server 
to a threshold that is fixed by the system depending on the cell server’s capacity. 
Based on parameters such as region density and number of intersections, gossip 
reduces the frequency an entity should interact with the cell server. Entities rely on 
neighbouring entities to inform each other about other entities in the region. Each 
entity always inserts itself into the DHT (using the cell protocol) the first time it 
enters the scene. However, as the number of intersections for the entity exceeds the 
predetermined threshold; it starts gossiping with its neighbouring entities. While an 
entity is in gossip mode, it will still query the cell server periodically at a reduced 
frequency. This ensures that the cell server has knowledge of the entities and can 
rectify any discrepancies. The cell server query frequency for an entity is computed 
using a probability function that takes into account the number of intersections for 
that entity.  
 
Let us assume that the threshold for a peer Pi to enter gossip mode is T intersections 
(there are more than T entities in the area of interest for peer Pi). When Pi enters 
gossip mode, a fixed amount of bandwidth (B) is allocated for gossip. This bandwidth 
is used to introduce other peers while interacting with its neighbours. The DHT query 
frequency for Pi is computed as follows: 
 
For a given time period P, let the number of known intersections be K. Let us assume 
that Pi receives R new introductions while gossiping with its neighbours during this 
time period. Out of total R introduced peers, a sub-set of peers U are unknown to Pi. 
An estimate of the total number of objects in the region (Ni) is computed as follows: 
 
 
Ni  = (U/R)*K  + K          ----  (1) 



 
The DHT query frequency is computed using a probability functions � i as follows: 
 
� i = T / Ni          --- (2) 
 
Every time Pi is due to query the DHT, it generates a random number between 0 and 
1. If the number is less than � i, it queries the DHT. This procedure ensures that the 
total number of queries made to the cell server never exceed the threshold T in that 
time period. Gossip protocol ensures that the interest management service is robust 
and stable and can support densely crowded regions without overloading the peer-to-
peer network. 
 
4. Simulation results 
To evaluate the performance of Badumna, we integrated Badumna’s network stack 
with an agent simulator. The agent simulator provides a 2D virtual environment 
where multiple entities can be inserted. The entities can be programmed to move in 
any manner desired. This allows us to measure the performance of Badumna under 
varying conditions. 
 
We use a virtual environment that is a square with each side measuring 5000 units. 
Each entity has a radius of 1 unit and has an interest region in the shape of a circle 
with a radius of 300 units. The agent simulator adds a new entity every 30 seconds 
until it reaches a maximum number of 100 entities. The entities continuously move in 
a random fashion at a speed of 10 units per sec. We assume a payload (update packet 
size) of 100 bytes and a maximum update frequency of 10 updates per sec. 
  
Firstly, we measure the traffic generated by Badumna’s interest management service. 
Figure 10 shows the average interest management traffic generated by each peer. The 
X axis displays the elapsed time in seconds. The green line (DhtIM) shows the 
interest management traffic using the cell protocol for the entire simulation period. It 
can be observed that the IM traffic steadily increases as new entities join the region. 
The red line (DhtBoundedIM) shows the interest management traffic with bounded 
region protocol enabled. It can be observed that bounded region protocol reduces the 
total interest management traffic significantly compared to cell protocol. This is 
because the protocol is able to cluster multiple entities into single bounded regions, 
thereby reducing the number of inserts on the DHT. This results in minimising the 
DHT replication traffic, which is a significant proportion of the interest management 
traffic. The red line (GossipIM) shows the interest management traffic when gossip is 
enabled. It can be observed that the interest management traffic is similar to cell 
protocol initially (when the number of intersections is less than 25). However, after 
the traffic reaches a maximum threshold; it maintains that value even when a large 
number of entities join the region. This shows that with gossip protocol enabled a 
fixed load can be maintained on the peer-to-peer network. The results demonstrate 
that Badumna’s 3-tiered interest management scheme, which switches protocols 
depending on the region density, is an effective strategy to minimise interest 
management traffic. This ensures that a peer will never exceed a predetermined 
threshold value for its interest management traffic under any circumstances.  
 
We now evaluate the reliability of Badumna’s interest management service. We 
evaluate the reliability by measuring the total number of missing entities. The number 



of missing entities for each entity is the difference between the actual number of 
remote entities in its interest region and the number of entities that are visible by that 
entity. We measure the number of missing remote entities for each local entity and 
calculate the sum across all the entities to arrive at the total number of missing 
entities. This total value of missing entities is plotted on Y axis in Figure 11. The X-
axis shows the time elapsed in seconds. It can be observed that as the region gets 
denser (a new entity is added every 30 seconds) the total number of missing entities 
increases. It reaches a maximum value of 222 at an elapsed time of 3000 seconds. 
This is when all 100 entities are in the region. Therefore on an average each entity is 
missing 2.2 remote entities from their interest region. However, it can be observed 
that once the number of entities stabilise at 100, it takes less than a minute 
(approximately 50 seconds) for Badumna to discover the missing entities. 
 
To evaluate the accuracy of Badumna’s interaction service, we measure the average 
distance error across all the entities in Figure 12. The average distance error at each 
peer is calculated as the differences between the actual position of the remote entity 
and its perceived position by the local entity. For a given local entity E, if there are n 
remote entities and the perceived position of a remote entity is Er and the actual 
position is Ea, then the distance error (D.E) for entity E is measured as: 
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It can be observed that the average distance error at each entity does not exceed 1.1 
units throughout the simulation period. This demonstrates that Badumna is able to 
synchronise the data in real-time and maintain accurate representation of the virtual 
environment across all the entities. 
 
 
 

 
 

Fig. 10 Interest management traffic 
 



 
 

Fig 11 Missing entities 
 
 

 
 

Fig. 12 Distance error 
 

 
5. Conclusions and future work 
Virtual environments have a very promising future. In order for these applications to 
sustain the current exponential increase in the number of users, the underlying 
technology needs to be able to support the growing user base. Badumna is an elegant 
solution that combines the concepts of peer-to-peer networking with novel spatial 
indexing techniques to offer a highly scalable, reliable and robust platform for virtual 
environments. Badumna is a practical solution that works under varying network 
conditions. Badumna has been successfully integrated with commercial virtual 
worlds’ applications (see the project website at www.badumna.com for more details 
about the commercial trials).  



 
One aspect that needs to be explored in the future is security and trust management in 
decentralised virtual environments. The majority of operations that are executed in a 
decentralised manner have no server involvement. This makes it harder to validate 
certain operations especially if they are reported by a user as being illegal. Hence, it is 
important to have proper security measures in place to detect malicious users. Our 
current work focuses on network security and trust management for decentralised 
virtual environments. 
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